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Forward

The Consumer Data Research Centre’s Masters Research Dissertation Programme instigates

several student led research projects which seek to tackle topical problems put forward by

industry. Each year we invite representatives from major retailers and organisations which

handle consumer data to propose research ideas to Masters level students. Students from all

UK institutions are eligible to apply to undertake the projects via the CDRC website.

Successful students complete the research over the summer with joint supervision from their

academic tutors and their industry sponsor.

This year we welcomed 16 students from a diverse range of academic disciplines. Between

them they used a wide range of software packages and analytical techniques in their

research.

A selection of short summaries of their research have been provided in this document.

If you are interested in becoming an industrial partner or are a student wishing to find out

more please visit https://www.cdrc.ac.uk/retail-masters/ or contact Guy Lansley

g.lansley@ucl.ac.uk.



Modelling Multi-Channel Adoption at Sainsbury’s
Thomas Albery1, Charlotte Price1 and Tim Rains2

1University of Warwick, 2Sainsbury’s

Project Background

There is a substantial body of previous research
which shows that customers who shop across
multiple channels are good for business. For
example, those who shop online and in-store
are understood to be more profitable, more
satisfied and more loyal than those who shop
through only one channel. It is thought that this
is due to the increased levels of convenience
provided by multiple channels, as well as the
more sophisticated set of interactions between
business and customer enabled through
multiple contact points. To this extent, strategic
approaches to retailing no longer focus on
maximising the value of a customer’s next
transaction, but on increasing the lifetime value
of customers by encouraging them to shop
across multiple channels (Chu & Pike, 2014).

Given the acknowledged benefits of multi-
channel usage among customers, knowledge of
factors driving multi-channel adoption, as well
the ability to predict customers’ future channel
choices are important considerations. This
research project was undertaken for J
Sainsbury plc (Sainsbury’s) and was designed
to investigate multi-channel shopping behaviour
within Sainsbury’s grocery business.
Sainsbury’s currently sells grocery products
through over 700 convenience stores and 600
supermarkets, as well as taking an average of
215,000 online orders per week (J Sainsbury
plc, 2015). The project aimed to investigate
multi-channel shopping behaviour with dual
aims of:

 Developing a statistical model to predict

single-channel customers with a high

likelihood of adopting multiple channels.

 Explaining the main drivers of multi-
channel adoption among Sainsbury’s
customers.

Data and Methods

While a number of studies have investigated
multi-channel adoption by surveying customers,
this study aimed to do so using a sample of
Sainsbury’s customer data. The sample used for
the analysis was made up of 150,012 active
Nectar Card users. These were customers who
had signed-up to Sainsbury’s Nectar Card
loyalty scheme. Data was drawn from two
consecutive years of transaction history,
allowing for an assessment of change in

behaviour over time. Logistic regression was
used to model the data, allowing for both the
key drivers of multi-channel adoption to be
identified and probabilities of multi-channel
adoption to be derived at the customer level.
Variables selected as potential predictors were
based on a review of previous research. They
included: a number of geodemographic
indicators, some of which were drawn from
open data sources, such as Office for National
Statistics (ONS) data; distance variables, which
provided information on levels of customer
access to Sainsbury’s stores; and variables
derived from transaction histories, such as the
value and frequency of transactions.

Key Findings

The findings of the research show that it is
possible to predict multi-channel adoption with
increased levels of accuracy in comparison to a
random model, offering the possibility of more
effective targeting of offers and
communications aimed at encouraging new
channel adoption. In terms of the key drivers,
the study finds evidence that a customer’s
previous channel is the most important factor,
with convenience customers having increased
odds of adoption and online customers having
reduced odds, when compared to supermarket
customers. The study finds evidence of
neighbourhood effects, whereby larger numbers
of neighbouring customers shopping in all three
channels increases the odds of a given single-
channel customer adopting multiple channels.
Evidence is also provided that there are
increased odds of adoption in areas with higher
than average levels of non-white ethnic groups.



An investigation of what triggers customer activation of credit facilities
Apichaya Boonpratanporn1, Zenon Michaelides1, Simon Hill2, Nicola Dunford2

1University of Liverpool, 2Shop Direct

Project Background

Shop Direct wants to understand the
behaviours that prompt its cash customers to
start using credit facilities in order to provide
the best possible user journeys and outstanding
service for individual customers. The research,
based on this business case study, is an
investigation of the characteristics of those cash
customers that are most likely to apply for
credit facilities to purchase products in future.

Data and Methods

The investigation scope starts from June 2014
to July 2015. The total sample set was 374,320
customer records, including all customers who
successfully converted their account and
sampled cash customers who purchased
products during the period. The target was set
as binary indicator; 1 – represent credit
conversion customers and 0- represents non-
credit conversion customers. The data relevant
to customers’ characteristics and purchasing
behaviors one year before conversion date were
collected into one sample set. However, those
who received email contact about cash to credit
promotion were excluded due to the absence of
any cash to credit marketing campaigns during
the study period. The overall methodology
consisted of data mining procedures. A decision
tree was selected as a main technique for
attempting to answer the research question,
while logistic regression plays a notable role as
a competing model. Both data modelling
processes were performed in SAS Enterprise
Miner. Prior to building the models, data
cleaning and missing value replacement
procedures were run. This was especially
important for the logistic regression model
which is quite sensitive to missing values.

Key Findings

The result between the two algorithms were
similar; however the logistic regression
contributed a broader range of answers. With
the high number of new membership who
converted their accounts, it became difficult to
further investigate due to the lack of their
historical purchasing data and profiles.
Therefore, new memberships were removed
from this analysis scope. The analysis revealed
that customers who had previously been
refused credit and frequently visited the website
were most likely to convert their accounts.
These two aspects were also found in the

results of logistic regression. However, this
algorithm contributed additional possible factors
such as gender, customer segment group, age,
tenure, products viewed, purchasing channels,
and month conversion (Table 1). The gain chart
is used to measure model performances in
terms of response rate (Figure 1). It is found
that more predictive answers do not always
generate the greater result. It is suggested that
a combination of the two algorithms provide the
optimal insight.

Table 1 Output interpretation

Figure 1. Gain Chart

Value of the Research

This output could be further analysed to deliver
a recommendation plan in order to create the
optimal user journeys for pure cash customers
and those who are likely to want to become
credit customers in future. With this
information, the customer teams can create
retail and financial service strategies that serve
the right information to the right people.

Model type Effect variables Evaluation output

Gender Female > males

Customer segment group
Most are in Financially stratched group, following by

customers in Confortable Communities group

Age Younger age group

Tenure More than 2 years

Visited site

1. More frequently viewed products , especially in

electronic department and furniture

2. Viewed credit information before conversion

Purchasing behaviour

1. Credit request refusal experience: Yes > no

2. Month conversion: Purchased in May

3. Order channel: Offline > online

4. Payment pattern: switch to purchase with credit

card before conversion

5. Incentive uses: use discount code (pound off)

6. Low or no any purchasing amount in Home

products

Effect variables Evaluation output

Visited site Frequently viewed product ; more than 8.5 times

Purchasing behaviour experienced credit request refusal before

Logistic

Regression

Decision Tree



Social Energy Responsibility: Identifying Vulnerable Energy Customers Through a K-Means
Clustering Approach

Ffion Carney1, Alex Singleton1 and Ben McKeown2

1University of Liverpool, 2E.ON UK

Project Background

In order to reduce domestic energy
consumption and increase domestic energy
efficiency, the government implemented the
Energy Company Obligation (ECO); a scheme to
obligate large energy suppliers to deliver
energy efficiency measures to domestic
premises. One of the obligations of this scheme
is focused on improving the ability of low
income and vulnerable households to heat their
homes. In order to achieve this obligation, it is
vital that energy companies are able to
determine what constitutes as a 'vulnerable
household' and are also able to identify which
areas should be targeted. This study therefore
aimed to identify areas that contain a high
proportion of vulnerable households and should
be targeted as part of the ECO, by taking into
account demographic and property
characteristics alongside average annual energy
consumption data.

Data and Methods

The main dataset used in this study was E.ON's
in-house customer data, which consisted of
actual and modelled annual electricity and gas
consumption data alongside several
demographic and property characteristics for
over 3.6 million E.ON customers. The dataset
was aggregated to LSOA level to allow for
additional data from the 2011 Census to be
included, primarily consisting of data on
housing tenure, residence type and average
property size that were not included in the main
E.ON dataset. These variables were selected as
they had all been shown to have a strong
relationship with energy consumption, efficiency
and vulnerability. The final dataset was then
used to undertake a k-means clustering
analysis, with the aim of identifying the cluster
that contained LSOAs with the highest
proportion of vulnerable households.

Key Findings

The k-means clustering algorithm was found to
be an effective method of segmenting the
dataset into seven distinct clusters. Comparing
the defining characteristics of each of these
clusters, alongside their electricity and gas
consumption, allowed for the cluster containing
LSOAs with the highest proportion of vulnerable
households to be identified. Cluster 6, named
'Fuel Poor Private Renters', was identified as the

most vulnerable cluster, primarily due to the
high proportion of low income households along
with the higher than expected average energy
consumption when compared to income. This
cluster also contained a significant proportion of
solid walled properties and households suffering
from fuel poverty.

In addition to identifying the cluster containing
LSOAs with a high proportion of vulnerable
households, this study also ranked the
remaining clusters in terms of vulnerability
based on their defining characteristics and
average energy consumption, as seen in Figure
1.

Figure 1. Cluster vulnerability ranking

Value of the Research

This study provides a method for identifying
areas that contain a high proportion of
vulnerable E.ON energy customers and should
therefore be targeted as part of the ECO. The
vulnerability ranking produced in this study
could also assist in any future targeting of
energy efficiency measures, allowing for areas
with a higher proportion of vulnerable
households to be prioritised. This understanding
of vulnerability is vital for the effective targeting
of vulnerable households in order to ensure the
successful implementation of energy efficiency
measures and carbon policies in the future.



An analysis of Argos concession store performance located in
Homebase and Sainsbury’s stores across the UK

Duncan Clayton-Stead1, Andy Newing1 and James Holden2

1University of Leeds, 2Argos

Project Background

Little is known about how concession stores
behave and there are various reasons behind
the development of concession stores within the
retail sector. Factors such as competition, the
development of online retailing and stricter
planning laws are all causing retailers to
manage their stores more efficiently. As a
consequence retailers are looking at alternative
methods in an attempt to continue their
expansion. This dissertation intends to help in
the understanding of how concession stores
perform. In total 111 Argos concession stores
located within Homebase and Sainsbury’s
outlets were analysed in order to interpret how
these stores perform and what the potential
factors of store performance are.

Data and Methods

All datasets used within this research were
provided by Argos. In total there were four
categories of data. The first dataset used
examined sales data for all 111 concession
stores. This data was presented as concession
postcode spend and provided sales figures for
each postcode for every concession store.
Average weekly sales figures had to be
calculated because the volume of data for each
store was not consistent, due to some stores
being open for longer periods than others. A
store attributes dataset was also provided
which contained key characteristics of Argos
concession stores, such as their store size and
storage space. The demographic data provided
was valuable in that it provided population
figures for store catchments and the percentage
of people in each catchment who classify within
each of the Mosaic Classification categories
(Experian, 2014). The final dataset included
limited competition data, such as the number of
competitor retail units within a 20 minute drive
radius.

The research required an analysis of store
performance in order to find out which Argos
concession stores performed strongly. This was
achieved by undertaking sales data analysis.
The analysis found that there were three
suitable measures of store performance; stores
which consistently performed well on a weekly
basis would have stronger average weekly
sales. The trading intensity of a store was able
to examine the correlation between sales and a
store’s storage capacity. It was also noted that

during the week of Black Friday, all concession
stores performed considerably better than they
did on a weekly basis. Following this, the
drivers of store performance were then
examined. A k-means clustering analysis was
undertaken within IBM: SPSS, which grouped
together stores based on their three measures
of store performance. An examination of store
characteristics could then be made. Stores
which had similar performance levels should
show similarities in their characteristics, thus
helping to find the drivers of concession store
performance.

Key Findings

The results from this research has provided a
better understanding of how Argos concession
stores perform and that there are three suitable
measures of concession store performance. The
strongest performing Argos concession stores
have densely populated catchments with a large
percentage of typical Argos customer type and
that the stores are small in size. The weakest
performing concession stores have small
catchment populations, with a low number of
competitor units within a 20 minute drive,
suggesting that competition may not have
much influence on concession store
performance, contradicting that found in
literature.

Value of the Research

This research has provided a greater
understanding as to how concession stores
perform. The trade intensity of Argos
concession stores could be beneficial for Argos
when negotiating with partner retailers during
the process of opening new stores, because
smaller stores appear to have a stronger
performance. The clustering process indicated
the characteristics needed for strong
performing stores. Argos could find similar
locations to these strong performing stores for
potential new store locations.



How does competitor presence influence the performance of click and collect sites?
Alec Davies1, Dani Arribas-Bel1 and Matthew Pratt2

1University of Liverpool, 2Sainsbury’s

Project Background

Click and collect is a relatively new service in
the supermarket industry. Sainsbury’s have
only offered the service for less than 2 years,
with little known of the effect of competition,
catchments and population characteristics on
store performance. This study aimed to bring
further understanding of performance and
competition across click and collect services.
Existing literature has demonstrated that as
well as local competitor counts,
geodemographic factors had strong links to
customer loyalty and thus were also considered
in the analysis.

Data and Methods

This paper uses the empirically tested
gravitational model of Huff (1963) in order to
produce non-linear catchments for Sainsbury’s
grocery click and collect operation across
England, following the methodology used by
Dolega et al (2016). This project utilised open
software, notably R, used due to its open
source nature of infinite refinability, along with
QGIS for quick visualization. Catchment
estimation required applying a methodology for
retail centre catchments to Sainsbury’s grocery
click and collect points by using an
attractiveness measure of store descriptives to
generate store catchments – mainly store size
and trade intensity based. Once the catchments
were created, point in polygon analysis was
used to derive competitor numbers. The study
used two competition datasets, an in-house
database and GeoLytix retail points. Both
datasets were cleaned to only include major
competitors offering similar product ranges.
Geodemographic variables including the Index
of Multiple Deprivation (IMD), the Internet User
Classification, car or van availability, highest
qualification (IUC), NS-Sec and Ethnicity were
also aggregated to store level using weighting,
mean and mode (variable dependent), and
merged to store descriptives for further
analysis.

Key Findings

Point in polygon analysis of the catchments
showed that Sainsbury’s own dataset was very
similar to GeoLytix retail points and thus could
be considered accurate. Once cleaned to only
include major competitors, the datasets were
very similar in count and distribution, although
the individual competitor counts had some

variance. Regression modelling was used to
explore the effect of competition on demand.
For both datasets greater competition increased
demand. Store characteristics and
geodemographic factors of catchments were
used to further assess the extent of the effects
of competition on performance. Store
characteristics inclusion led to competition
decreasing with demand, although the
coefficient was insignificant and likely biased by
the use of these factors in attractiveness.
Geodemographic factors of IMD, IUC and
census variables led to an almost doubling of
the effect of competition and much more of the
models explained demand (with increased r-
squared values).

Figure 1. Huff catchments and store demand for
click and collect points

Value of the Research

The paper demonstrates a practical application
of huff catchments at the national level for
individual stores. The paper has real world
application with planned use in the decision
making process for the next 5 years of click and
collect at Sainsbury’s and also the selection of
sites for the next 100 collection points,
replacing linear catchment analysis. The study
is of value not only to the sponsor but also to
the wider online grocery market, showing easy
application for more complex catchments and
further consumer understanding.



Identifying Drivers of Full Price Sales of Clothing and Footwear for an Online Retailer
Jyldyz Djumalieva1, Teresa Brunsdon1, Matthew Doubleday2

1Sheffield Hallam, 2Shop Direct

Project Background

From the perspective of any retailer, the
financial return is greatest for full price sales
and, therefore, the strategical imperative is to
explore ways to limit the level of promotional
discount given to customers and to stimulate
full price sales instead. In line with this, the
primary objective of this work was to identify
drivers of full price sales of women’s clothing
and footwear (C&F). As a secondary objective,
the impact of customers’ membership in a
particular segment on their propensity to shop
at full price was evaluated. The rationale for
looking at customer segments was that while
there are likely to be common factors
influencing customer shopping behaviour, in a
situation where distinct groups of customers
exist within a population, individual groups
might be influenced by these factors to a
different extent.

Data and Methods

As for the scope, the study focused on
customer and product characteristics related to
C&F orders made by customers at Very.co.uk,
one of the Shop Direct websites, during 2015
and 2016. To achieve the objectives of the
study, cluster analysis was conducted as a first
step to identify distinct segments of customers
within the data. As a result, six clusters were
formed, which were found to differ substantially
on cash/credit status, the proportion of C&F
items purchased with Collect + option and
shopping diversity (i.e. the number of
departments shopped from). Following this, a
logistic regression model was fitted to estimate
the probability of full price sales and, alongside
other potential predictors, customer segment
was included as an input variable.

Key Findings

Several significant predictors of full price sales
were identified, including both factors that
increase the likelihood of a full price sale and
those that reduced it. The most prominent
factors with a positive impact on full price sales
were average price paid for a C&F item and
previous spending on C&F category. Among the
strongest predictors with a negative impact on
full price sales were average savings per C&F
item, the proportion of C&F items purchased
with Collect + option and number of
departments ordered from.

Customer segment was found to be a
statistically significant predictor as well. There
is strong evidence that the observed variation
in propensity to shop at full price among
clusters is explained to a large extent by the
fact that the variables, which were decisive in
forming the clusters, were also found to be
significant predictors of full price C&F sales. For
instance, number of departments and the
proportion of C&F items purchased with Collect
+ were the variables that separated the six
clusters the most. These were also identified as
some of the strongest predictors in the final
model. At the same time, it is possible that
assignment to clusters captures additional
factors, not directly reflected by the input
variables used. The obtained insights suggest
that there are several distinct customer
segments, which differ substantially in their
propensity to shop at full price (Figure 1).

Figure 1. Estimated typical probability of full
price sales across clusters. The size of the
bubble refers to the size of cluster in 2015

Value of the Research

The study findings regarding customer
segments and components of the predictive
model are likely to enhance the industry’s
understanding of customer characteristics that
drive full-price sales. Equipped with more
insight about the strength and direction of
relationships between customer characteristics
and shopping behaviour, online retailers could
improve the effectiveness of promotional
activities and to reduce the proportion of
discounted sales thereby increasing profitability.
This research also contributes to the industry’s
state of knowledge about the performance and
accuracy of various predictive modelling
approaches.



The performance of Argos concessions in other stores
Natalia Gil1, Vassilis Kodogiannis 1 and James Holden2

1University of Westminster, 2Argos

Project Background

Sainsbury's announcement of the acquisition of
Argos will create a multi-product multi-channel
retailer. As a consequence, as many as 200 of
Argos's 845 stores are expected to close over
the coming years with some relocated in
Sainsbury's supermarkets. They are referred to
as concessions stores.

Similarly, Homebase also announced the
purchase of part of Argos business and
therefore Argos concessions will also be
allocated in Homebase retailers. From an
industry point of view, research has been done
for Argos own stores using only classical
methods but not comparing different
forecasting techniques to predict and
understand annual sales in this new concept of
distribution.

Data and Methods

Five initial data sets provided by Argos
comprise store characteristics, parent store
attributes, catchment demographics,
competition information and weekly sales
information.

Weekly sales have been aggregated into annual
sales. Taken as an indicator of store
performance, annual sales have been analysed
for the period between June 2015 to May 2016
using association and modelling techniques
such as correlations, ANOVA, T Test and their
non-parametric equivalent tests Kruskall Wallis
and U Mann Whitney.

Additionally, forecasting techniques including
multiple linear regression analysis, Multilayer
perceptron neural networks and Chaid Decision
Trees have been applied to forecast annual
sales once having identified the best predictors
from the initial datasets. Input variables have
been chosen amongst the highest significantly
correlated variables with annual sales with a
few transformed variables to avoid
multicollinearity.

Key Findings

A few hypothesis using the above mentioned
techniques have been set in order to establish
whether there was a significant difference in the
annual sales of concession stores based on
geographic location, type of parent store,
affluence of people in the catchment area and

the number of competitors at five minutes
driving distance.

Figure 1. Argos datasets

Results from the analysis show there are no
significant differences in annual sales based on
geographical location (North, East, South and
Central parts of the UK as well as location
inside or outside of M25).

Annual sales are higher at Sainsbury’s stores
compared to Homebase where size of the store
and space available to the public are
significantly greater.

With regards to affluence there is a significant
positive correlation between less affluent social
groups and annual sales, meaning Argos target
markets are medium to low socioeconomic
groups.

The presence of competitors at five minute
distance negatively affects annual sales. This
negative relationship has not been found for
competitors located at twenty minute distance.

A few models have been compared using
Multiple Linear Regression, CHAID Decision
Trees and Multilayer Perceptron Neural
Networks to forecast annual sales at the
concession stores. A seven input multiple linear
regression model and a two layer perceptron
neural network have offered the best forecast.

Value of the Research

This research has found the main drivers of
concession store performance that can help
managerial staff to understand and explain
Argos concession stores sales results.

The forecast models to predict annual sales of
existing and future concession stores making
use of not only classical methods but also
machine learning techniques is also aimed to
help future decision making.



Can interactive data visualizations enable a retailer to identify new insights about customer purchase
behaviour?

Audrey Henkels1, Jason Dykes1 and Tim Rains2

1City University of London, 2Sainsbury’s

Project Background

Consumer behaviour in the retail industry is
changing due to the rise in convenience and
multi-channel retailing. In response to these
changes, and to better understand the types of
shopping missions undertaken by customers,
Sainsbury’s has developed a four-tier
classification system of shopping baskets.
Through surveys and predictive clustering,
Sainsbury’s has developed an algorithm that
assigns each transaction into one of four
mission types: 1) “Food for Now;” 2) “Food for
Later Today/Tonight;” 3) “Food for Tomorrow/A
Couple of Days;” and 4) “Food for Many Days.”
Through this project, Sainsbury’s sought the
development of interactive visualization(s) to
better understand the trends regarding these
four mission types in order to make decisions
regarding store layout and planning.

Data and Methods

This research used the Design Study
Methodology (DSM) to guide the process of
eliciting requirements, and designing, building,
and implementing interactive visualizations. The
visualizations use visual data mining techniques
to enable users to identify trends in a complex
transaction dataset and were built on
Processing, a Java-based open-source platform,
according to the Incremental Development
methodology. The DECIDE Framework was used
to guide an evaluation session with three
unique participants, who completed timed tasks
using the visualizations and questionnaires
rating the effectiveness and efficiency of the
visualizations to address two main tasks. These
tasks were: 1) Determine how mission type
percentages from one category and week
compare to another category and/or week
within the dataset; and 2) Determine how
mission type percentages differ by category,
time of day, weekend vs. weekday, or week
within the dataset.

Key Findings

Two visualizations were created through the
project. Visualization #1 includes two side-by-
side donut charts displaying mission type
percentages for a given category and/or week.
A line graph depicts the overall trend of the
mission types for each selected category at the
bottom of the visual and serves as a tool for
users to select a given week. Visualization #2
displays circles whose area corresponds to the

number of each type of transactions for each
mission type per hour, color-coded for
weekends and weekdays, for a given category
and/or week.

Figure 1. A demonstration of Visualization #1

The results from the evaluation of the two
visualizations were very promising. Each of the
three participants specified that he/she
“strongly agreed” or “agreed” that the tasks
were relevant to his/her role and responded
that he/she “strongly agreed” or “agreed” that
both visualizations were effective and efficient
in addressing the two tasks. Each participant
specified at least one new learning, a question,
and a hypothesis that could be answered for
each visualization. Additionally, each participant
specified that he/she would use Visualization
#1 to do his/her job.

Value of the Research

The evaluation results suggest that the
visualizations created could help Sainsbury’s
identify new insights into customer behaviour,
which may help for planning purposes within
existing stores, or to make forecasting decisions
to expand, downsize, open, or close stores. The
evaluation discussions suggested potential
improvements that could be made and
additional features that could be added to
better address these tasks or other needs of the
organization. This project may lead to more
interactive visualizations using visual data
mining being used at Sainsbury’s and other
supermarkets or retailers to drive decision-
making behaviour.



Youths Spending & Geodemographics
Chrysanthi Kollia1, Guy Lansley1 and Ben Gilbert2

1University College London, 2goHenry

Project Background

For many years, youths were considered as
invisible consumers due to their absence from
most consumer datasets. However, the
understanding that youths have significant
spending power gradually aroused the interest
of researchers and the retail industry. This
study seeks to analyse youths’ consumption
habits by using the data from a youth banking
card provider (GoHenry). Youths’ account
details and their transaction data can provide a
good insight into their consumption behaviour.
Based on the existing literature, their
consumption profile is known to be influenced
by factors such as age, gender and the socio-
economic background of their families.
However, the extent of this relationship has not
been extensively researched with a large
dataset.

Data and Methods

For this study, data pertaining to users of the
pre-paid debit card scheme whose ages range
from 8 to 18 were provided. The data includes
demographic information about the users as
well as records of their card transactions. The
protection of this very sensitive data has been
ensured by accessing the data onsite at the JDI
Research Laboratory at UCL only and
appropriately aggregating any outputs. By
comparing the demographics of users to
population characteristics recorded from the
2011 Census, it was possible to estimate the
representation of the data. The retailers from
the transaction data were also aggregated into
13 groups: Supermarkets, Catering, Apparel,
Health/Cosmetics, High Street Shops,
Entertainment, Education, Transportation/Petrol
Station, Amazon, Online Media and Subscription
Services, Paypal, ATM and Miscellaneous.
Paypal and Amazon were isolated as unique
categories due to the large volume of
transactions between them and the fact that
neither neatly fit into the other retail
categories. Considering the distribution of
transactions between different categories, it
was then possible to statistically cluster the
shopping habits of regular users. The eventual
aim was to comprehend if trends in shopping
behaviour can be linked to demographic and
socio-economic characteristics.

Key Findings

This study confirms that youths are a unique
and yet diverse group of consumers. The

research identified interesting trends. Girls
typically spend more money from a younger
age than boys, although this trend levels out for
the older participants. The research also
identified that the most popular retail category
for youths was Supermarkets. However, trends
in the popularity of different retail categories
vary by demographic characteristics. Purchases
in ‘Online Media and Subscription Services’ are
mainly driven by boys while girls spent more
money on Catering outlets. It was also
interesting to consider variations in the average
transaction amount per category.

Figure 1. The spread of spend between retail
categories by different again groups based on a
sample of users from 2014

Value of the Research

This research attempts to provide a good
insight into how youths spend their money.
While little is known about youths’ consumption
patterns, research findings suggest that
retailers should accept youths as a unique and
diverse group who possibly change their
behaviour substantially as they mature. The
data from the banking card provider could also
be useful for identifying longitudinal changes in
consumer behaviour. Whilst this study primarily
focused on a snapshot of data from one year,
there is scope to acquire more data to
understand the changing consumer attitudes
and behaviours that develop as youths age, and
how these may vary depending on
geodemographic influences.



Understanding and Predicting Consumer Behaviour in Music Festivals with Machine Learning
Luis Francisco Mejia Garcia1, Guy Lansley1 and Ben Calnan2

1University College London, 2Movement Strategies

Project Background

Music festivals have become very popular social
events across the globe and make a large
proportion of their revenue from the sale of
consumables within the festival sites. However,
as these purchases are typically concentrated
over a couple of days in temporary locations,
relatively little insight can be achieved about
consumers relative to the more sophisticated
data and modelling approaches available to
longstanding retailers with an established
network of stores. Therefore, new technologies
and innovative techniques could be useful to
estimating temporal patterns in footfall across a
festival site in order to model patronage at pop-
up catering facilities.

Data and Methods

This study presents an exploratory analysis of
newly available GPS data collected from the FYF
music festival in the United States in order to
estimate consumer behaviour inside the event.
The data was originally collected from a mobile
phone app made available to festival visitors.
The festival app used the mobile phones
positioning systems to record users locations at
various different time intervals. In total the
data included a 100 million records of user
locations at various times, social media
information on some users and the festival
schedule. 6 features were engineered to
represent the factors that might be influencing
the users in the decision when they go to the
bar areas. Machine learning algorithms such as
Random Forest and Artificial Neural Networks
were subsequently trained using these features
to identify which are the most influential factors
for estimating visits to the bar areas across the
festival.

Key Findings

The influence of the 6 variables over time on
Sunday have been shown in figure 1. The ‘total
time spent by the users in the festival’ was
shown to be the most influential factor on the
consumer followed by ‘time since their last visit
to the bar’. The ‘distance from the closest bar’
feature didn’t prove to be a significant
influencing factor. The ‘artist’s popularity’
seems to have more influence in the case of
upcoming shows than in the past shows.
‘Gender’ feature is the less influential factor
according to the results.

Figure 1. Feature Importances on Sunday

A prediction model was also devised and used
on a sample of data from Sunday which were
withheld from our initial analysis. The prediction
model based on artificial neural networks
presented an accuracy of 75% when compared
to the actual results – despite the festival data
only pertaining to two days of data.

It was also proved that the modification of
organisational factors could lead to an
increment in the occupancy of the bars, for
example, with a decrement of 30% of the
distance between the users and the bar areas
the occupancy could be incremented by 7% on
average.

Value of the Research

The results of this study demonstrate the
importance of a good feature engineering
process as the behaviour of people can be
deducted from a relatively simple location
dataset. The Technology used for the collection
of data in this project proved to be a good
source of information useful for modelling the
occupancy in bar areas.

The classification and predictive models
analysed in this work could represent an
opportunity for companies to implement a
similar process in other scenarios. Occupancy of
public spaces or the analysis of consumer
behaviours across retail sites could be analysed
with the correct feature selection and the
appropriate machine learning models if similar
data is made available.
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Project Background

In most customer surveys there is plenty of
information in the form of comments in raw
unstructured texts. Thus, the necessity of
taking this information into account for
understanding customer behaviours leads to the
need for analysing this data within frameworks
from text mining to extracting underlying
patterns. Topic modelling is a highly popular
area of text mining for documents to
automatically understand their content and
extract high quality information, without human
annotation. In this project the main aim is to
identify and to capture the underlying topics
and to cluster the user’s comments into those
topics, using unsupervised topic modelling
techniques. The research was based on data
from a large survey of shopping centres across
the UK.

Data and Methods

The main challenge was to handle the structure
of the documents, which are short and without
proper syntax text messages. To achieve the
set goals, topic extraction models were
implemented to reveal the latent themes in the
collection and to cluster the documents
accordingly. Biterm, LDA with variational
inference and Gibbs sampling and Topic
modelling with distributed representation of
words were the algorithms which were
implemented and tested for this problem.
Biterm topic modelling and Gaussian Mixture
Models with distributed representation of words
were examined due to their good performance
on short documents. LDA, even though it is not
addressed by the literature as the most
appropriate algorithm for modelling short
documents, it was favoured because the
documents from the data typically only
represent singular topics. Most documents
express their topics clearly and in few words. In
that way, it is assumed that LDA can capture
the underlying topics by operating on short
documents. The evaluation of topic models is
not a straightforward task due to the lack of
labelled/test data. The evaluation was
approached as a three level procedure including
qualitative and quantitative methods, based on
the themes interpretation, topic coherence and
the successful clustering of the documents. For
the best results, cosine similarity of the topics
was also conducted, it identified that no pair of

topics exceeded similarity of 0.4 illustrating that
the themes are satisfyingly discrete.

Key Findings

LDA with Gibbs sampling on single documents
outperforms the rest of the models. The most
satisfying model produced distinctive and
informative topics, close to the industry’s
expectations and it also performed well on
classifying comments into the appropriate
topics. Following an exploration of perplexity
scores, it was concluded that this particular
dataset can be described by 13 distinct topics.
Additionally, a combination of the extracted
features of the documents with the numerical
variables in the dataset highlights some
patterns regarding the attributes of each
shopping centre, patterns which would be
inefficient to be extracted by human inspection.
For instance, analysis of certain shopping
centres using the composition of survey topics
and specific ratings was carried out, which
indicated potential issues the centres exhibit.
Moreover, clustering of these centres was also
conducted using the distribution of comments
per topics in order to identify broad trends
across the data.

Figure 1. Grouped words using the means from
the components of a Gaussian Mixture Model

Value of the Research

The novelty of this work is that it assesses
various topic extraction techniques on short
comments, a useful tool for survey analysis.
Additionally, for the evaluation of the results, a
three level assessment is suggested in order to
encounter the problem of lacking labelled data.
However, the experiments on a real-world
dataset from industry were successful and are
useful for achieving quick insight on large
volumes of textual data.
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Project Background

The convenience sector has become one of the
growth engines in the UK grocery market. As
the major supermarkets are facing a bottleneck
of super stores’ development, there has been a
heightened focus on improving their
convenience store (c-store) offerings. Many
consumers shop at c-stores due to their easy
accessibility and extended opening hours, and
their baskets typically only contain a few items.
Therefore, the location and the turn-in rate (or
the rate of store visits per passer-by) are vital
to a convenience outlet. However, the location
evaluation methodology applied for big stores
are redundant to c-stores because micro-level
data is not applicable for those methods.
Moreover, there is little knowledge on turn-in
rates due to the difficulties of data collection.
Thus, this project researches locational and
consumer behavior variables to explore the
influential factors on the urban convenience
store’s turn-in rate.

Data and Methods

The footfall and visitor data of 30 convenience
stores located in UK’s major cities are provided
by Co-op. Other data was made available from
Google Maps. After the review on shoppers’
behaviour and patronage decisions, a scorecard
approach was undertaken consisting of four
influential variables. The four variables
(accessibility on foot, store visibility, distance to
stations and road traffic) are scored by
designated matrices designed for each factor.
The weights of each sub-attribute in the matrix
are evaluated. Regression models were applied
across the sample stores to analyse the
relationship between turn-in rates and the
scorecard variables. After that, the results were
validated in the validation store samples.

Key Findings

The demographic attributes of the catchment is
critical to store patronage to supermarkets and
hypermarkets, however demographical factors
are less significant to c-stores. Previous studies
have indicated that the customers from all
social groups visit convenience outlets at
relatively similar rates. The result of the 2-
tailed Pearson test also shows similar output
that the social-demographics do not
significantly correlated to turn-in rate.

Both regression models illustrate the significant
correlation between the predictors and the turn-
in rate captured by the devices. The result
shows that the multi-regression model provides
a better fit prediction (R square = 0.866) than
the linear regression model tested with the
scorecards total scores (R square = 0.846).

Figure 1. Linear regression scatter graph
between total score and turn-in rate

The research shows that for convenience
outlets, the exterior atmosphere and micro
location factors act as more important roles on
consumer patronage than they do for larger
store formats. Especially for the outlets located
in major cities, customers would shop for their
instant needs (like newspaper, meal for today,
or refreshment). Therefore a convenient
location and eye-catching outlook are important
to attract consumers to visit the store.

Value of the Research

This is the first research on the convenience
store turn-in rate and provides insights on c-
stores located in metropolises. The scorecard
approach is feasible to evaluate a shop’s
attributes and predict the turn-in rate with
simple calculations. The simplicity of this
method enables easy deployment across the
business and the wider industry. In light of this
advantage, this approach could also be easily
applied in other works. It can be used to predict
the patronage rates change on store refitting
evaluation. It also can be used for new
convenience store location selection. With the
predicted turn-in rate and the footfall data,
sales and turnover can be predicted.
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Project Background

There are currently a limited number of
methods to derive important movement data of
passengers on most public transport systems,
beside expensive roadside surveys. Without this
data it is not possible to produce crucial origin
destination matrices or dwell times for transport
planners. Bluetooth Beacon technology offers a
possible alternative to traditional methods due
to technological development, increased user
engagement as well as a unique, persistent and
anonymous ID making it suitable for tracking
movement. This paper assessed the potential
that Bluetooth data has in providing passenger
movement data at a higher spatial and
temporal granularity and at a much lower cost
than has previously been available.

Data and Methods

The data supplied for this paper was provided
by a proximity advertising company that have
installed Bluetooth beacons on buses in
Norwich. As the primary purpose of the data is
for providing hyper-contextual adverts and not
for to estimate the movement of patrons across
a public transport network, a significant amount
of pre-processing is required on the raw data.
This processing was essential to identify outliers
and erroneous data.

The raw dataset contained 236,827 interactions
between devices and Bluetooth beacons over a
358 day study period between December 2014
and November 2015. Post data processing, 708
unique journeys were observed from 220
distinct users over 91 buses.

Key Findings

The exploratory analysis yielded temporal
movement patterns that are in line with results
from relevant literature. Across the week
Sunday has the lowest count of passengers
presumably due to a reduced commuter flow,
as well as shorter retail hours. Over a daily
period, the Bluetooth data also highlighted the
morning and afternoon rush hour peaks in the
week with the peak number of trips taken later
at the weekend.

Assigning the origin and destination of each
journey to the nearest bus stop allowed the
journey flows to be mapped spatially. Figure 1,
highlights a polycentric pattern with the

majority of the flows occurring to and from
Norwich City Centre. A large proportion of the
flows occur on the East side of the city and its
surrounding suburbs. It was also possible to
aggregate the bus stops to specific routes to
estimate the strain on the bus networks. The
combination of these results allows transport
planners to improve the operational robustness
of the location of buses, drivers and routes to
meet future demand.

Figure 1. A network graph showing the origin
and destination flows at bus stop level

Value of the Research

The lack of volume of data post-processing
limited the insights that could be drawn on
passenger movements specifically to Norwich.
However, the results obtained from the beacon
deployment highlight the potential that
Bluetooth technology has to capture the
movement of individuals in a network. The
temporal patterns observed are promising and
a sound methodology was developed to assign
to bus stops and line colour. This means that
data analysis can be carried out across larger
public transport networks around the world to
provide more meaningful insight to transport
planners. Rolling this methodology out on larger
networks would have the added advantage of
using smart card systems as a ground truth
value that would allow for further validation and
the penetration rate to be established.
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Project Background

Shopping habits are changing; when, where
and how. With data from a major High Street
Retailer’s loyalty card members, this research
project aims to begin to understand the when.
Literature already covers much of the where
and how; the digital revolution has reshaped
the landscape of the high street immeasurably,
and the literature is well informed on how
people are using the freedom the internet offers
in order to shop 24 hours a day, but relatively
little is known about when people visit stores,
what influences them to shop and spend when
they do, what for and how frequently. With a
focus on big data and exploratory methods, this
project looks for patterns without basing them
wholly on existing theory, instead inferring
possible explanations from the results
themselves.

Data and Methods

The report finds and describes four distinct
clusters of customers from a dataset of
members of a High Street Retailer’s loyalty card
scheme, all of which have temporal spending
differences, which could be applied in the
business to create a new customer
segmentation. Using the CLARA clustering
algorithm overcomes the complexities of
traditional data analysis and advocates the use
of a data driven 4th paradigm, coping well with
an extremely large set of ‘Big Data’. It
successfully handled a dataset of over 150
million rows by operates by considering subsets
of fixed size, sampling over the entire dataset
so that time and storage requirements become
linear in n rather than quadratic. Extracted from
each cluster were a set of values which offered
insight into the temporal patterns. By creating a
ranking tables from the computed results and
joining this with the figures creates over the
three main temporal grains; daily, weekly and
monthly; it was possible to write short
descriptive statements analysing the
characteristics of each cluster.

Key Findings

The Pen Profiles for each cluster consolidate the
analysis into short and descriptive statements
and were given the following ‘short and
interesting’ headings; Big Budget, Big Shop,
those who spend the most money the most
regularly; Weekday Browsers, those who are
retired, browsing and spending very little;

Pocket Money Pick-ups, young people who buy
cheap items fairly frequently; and Sun and
Santa Shoppers, who show an increase in
spending around seasonal events such as
summer holidays and Christmas.

Table 1. Cluster summary table - proportions

Figure 1. Average hourly spending pattern by
cluster

Value of the Research
Overall this report finds that from the inclusion
of temporal data into an analysis for new
customer segmentations useful new patterns do
emerge, which can be placed within the existing
literature – for example; young people tend not
to spend a lot in the High Street Retailer at
Christmas because they are choosing to move
their shopping online and older people are more
likely to shop during the week because they are
not constrained by work commitments. This
research has opened the door for the
continuation of research into temporal
demographics and the scope for further study
encompasses ideas such as the inclusion of
product categories and store types to deepen
the understanding of temporal patterns, for
example, whether or not each cluster shops at
a different store type given their needs and
available time budget.
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Project Background

This dissertation investigates the application of
Latent Dirichlet Allocation (LDA) in order to
cluster market baskets at customer and
transactional levels; and introduces a bagging
(or bootstrap aggregation) method to improve
the stability of topic modelling using data from
Sainsbury’s. The primary aim was to develop a
means to understand the different types of
customers based purely on the content of their
baskets. Analysing customer behaviours by
aggregating their transactions is only possible
when customers swipe the loyalty card in
exchange for loyalty points for the value of their
purchases. However, 57% of transactions are
recorded without a loyalty card, preventing the
company from having a complete
understanding of their customers and their
different behaviours. Thus, the complementary
need of building comparisons between loyalty
and non-loyalty transactions arises in order to
determine whether both types of transactions
exhibit the same type of behaviours.

Data and Methods

Topic Models such as LDA were developed in
order to uncover the hidden topical patterns in
a collection of documents. The documents are
defined as bags of words where the grammar
and word order are disregarded, and word
frequencies are document features.
Implementing LDA for retail data not only
allows us to discover interpretable topics that
characterise different types of market baskets,
but also handles the high variety of items. In
our interpretation of topic modelling,
transactions take the place of documents and
the items replace the words, where the order of
items do not play a significant role. However,
topic model inference inherently produces
different realizations of the underlying topic
distributions, deeming a global interpretation
challenging. We introduce a novel methodology
which utilises Bagging in order to improve
stability by identifying the topics that appear
frequently throughout multiple realizations of
LDA.

We implemented LDA and Bagging algorithms
on four experiments. First, we identify types of
customers through aggregated loyalty
transactions. Second and third, we cluster
loyalty and non-loyalty transactions

independently. Fourth, we cluster both type of
transactions in a balanced sample.
Subsequently, we analysed the topics across
the four experiments in order to identify the
type of topics that only characterise either
loyalty and non-loyalty transactions and their
connection at the customer level.

Key Findings

We found a variety of topics that describe the
type of customers and transactions, from
baskets that contain fruits and vegetables to
baskets that contain confectionery and snacks.
The majority of shopping behaviours exist in
both loyalty and non-loyalty transactions.
However, there is a set of behaviours that
reflect almost exclusively non-loyalty
behaviours (these transactions include high
proportions of tobacco sales). On the other
hand, we have not found super categories that
exclusively characterise loyalty behaviours. The
implementation of Bagging alongside LDA
retrieves seeds that generates topics that
appear more frequently throughout multiple
versions of LDA. Therefore, this implementation
retrieves similar topic distributions for different
runs, as opposed to different topic distributions
for different realisations. We achieve this by
calculating the similarity between analogous
topics with and without Bagging over loyalty
and non-loyalty transactions. We observed that
for both types of transactions, LDA with
Bagging retrieved 14% and 35% closer topics,
concluding that Bagging improves the stability
of LDA.

Value of the Research

This research developed a practical application
of topic modelling in order to cluster market
baskets that describe customer behaviours and
type of transactions. Some commercial
applications of this research might be the
development of directed marketing campaigns
and a recommender system. The identification
of topics that are almost exclusive of non-
loyalty transactions could help the retailer tailor
their stock to meet the needs of non-card
holders. Furthermore, the research contributes
to science by introducing a new method that
improves consistency and stability on Topic
Modelling results.


